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ABSTRACT
Current theories struggle to explain how participants in peer-production self-organize to produce high-quality knowledge in the absence of
formal coordination mechanisms. The literature traditionally holds that norms, policies, and roles make coordination possible. However, peerproduction is largely free from workflow constraints and most peer-production communities do not allocate or assign tasks. Yet, scholars have
suggested that ordered work sequences can emerge in such settings. We refer to sequences of activities that emerge organically as components
of “emergent routines”. The volunteer nature of peer-production, coupled with high degrees of turnover, makes learning and coordination
difficult, calling into question the extent to which emergent routines could be ingrained in the community. The objective of this paper is to
characterize the work sequences that organically emerge in peer-production, as well as to understand the temporal dynamics of these emergent
routine components. We center our empirical investigation on the peer-production of a set of 1,000 Wikipedia articles. Using a dataset of
labelled wiki work, we employ Variable-Length Markov Chains (VLMC) to identify sequences of activities exhibiting structural dependence,
cluster the sequences to identify components of emergent routines, and then track their prevalence over time. We find that work is organized
according to several routine components and that the prevalence of these components changes over time.
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1

INTRODUCTION

Peer-production communities, for example open source software projects [21; 52; 101] and wikis [7; 11; 33; 79], self-organize to create
knowledge-based goods [15; 16; 93]. Scholars have stressed that peer-production can be “seen as potentially superior to traditional hierarchical
and market-based models (cf. [20]) as a mechanism for applying human skill and knowledge to the creation of information” [32] (pp. 475-476).
Whereas theories of group collaboration have been developed primarily for the context of co-located teams typical of the traditional workplace,
peer-production provides an environment that is characterized by geographical and temporal dispersion, persistent IT mediation, permeable
community borders, and volunteering participants. These characteristics suggest the need to develop theories of group work specifically tailored
to the context of peer-production [30; 61; 93].
Systematically patterned activities [84; 85] such as routines [59; 77] constitute the “life blood” of peer-production communities [66]. Faraj
et al. [30] suggest that in such settings knowledge collaboration entails “the enactment of temporary sets of behaviors that are volitionally
engaged in, self-defined, and inductively created for the purposes of the online community” [30] (p. 1231). Thus, routinized work sequences
emerge organically (i.e., they are not prescribed or coordinated in a top-down fashion) as activities are enacted in the moment on a transient
basis [7; 30; 45]. Following Lindberg et al. [59], we refer to these sequences as components of emergent routines. Such routine components are,
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by their emergent nature, not static; rather they change and evolve as responses to various situations [12; 74]. For example, routine components
may change when a work group realizes that there is a better way of performing a particular task.
To date, the theoretical understanding regarding the temporal dynamics of emergent routinized work (particularly in peer-production) is
limited and empirical evidence is scarce. In particular, prior studies tell us little about the extent to which work can become routinized in selforganized settings. Assuming such routines can emerge organically, it is not clear what the nature of these routinized components is, nor how
they evolve over time. This knowledge gap forms the impetus for our inquiry, and the objective of this study is to explore the nature and
evolution of emergent routines in peer-production.
Whereas our theoretical question pertains to any online production community, we center our empirical investigation on Wikipedia, an
online encyclopedia which has become the most notable example of the community-based model [16]. To extract emergent routines, we employ
a research methodology not common in the area of computer-supported cooperative work (CSCW). Our operationalization of “emergent
routines components” considers repeated sequences which exhibit structural dependence, such that each activity added to the chain represents a
non-random addition. Our methodology employs a four-step process: (a) identifying the basic units of activity and describing peer-production
of Wikipedia articles (i.e., encyclopedic entries) as sequences of activities; (b) using the sequencing technique of Variable Length Markov
Chains (VLMC) [18] to identify repeatable patterns that exhibit structural dependence; (c) cluster these sequences to arrive at prototypical
routine components, and (d) analyze the extent to which the prevalence of such patterns evolve over time. Our results point to several such
components of emergent routines: content addition, shaping, copyediting, and vandal fighting. Further, we find that the prevalence of certain
routinized work sequences changes as the community ages and articles mature. These findings have important implications for our
understanding of emergent work in online peer-production communities, for example in implying article-centric stigmergic coordination and in
suggesting the possibility of organic organizational learning.

2
2.1

PRIOR WORK
Organizational Routines

Organizational routines are one of the primary means by which formal organizations coordinate work [13]. Routines refer to repeated
patterns of behavior that are bound by rules and customs, and which remain relatively stable across iterations [31]. Traditionally, routines have
been viewed as the product of explicit attempts to design work practices (e.g., efforts to formalize workflows), and in a typical scenario
managers assemble a team to conduct such design or redesign. Routines, however, are not only procedures to get things done, but also have a
regulative dimension: they are expressions of rule-driven behavior that is essential to governance [29], as well as crucial for enforcing the
ordering and predictability of activities [63].
Over the past couple of decades, the view of routines in the organizational literature has shifted from a perspective that focuses on the topdown design of work practices to a view that highlights variation, dynamics, and the bottom-up processes by which employees’ interpret and
shape routines. Building on the early works on organizations that emphasized the dynamic processes of adaptation [22] or mutation [70],
Pentland and colleagues have worked to apply these ideas to the conceptualization of routines. Starting in the mid-1990s, they tried to provide
an explanation of the relationship between variation and structure in routines, suggesting that routines consist of rules that allow people to select
elements of a repertoire to construct a particular sequence of behavior [72; 76]. Pentland’s perspective highlighted the internal dynamic of
routines, whereby continuous change is the result of participants’ reactions to outcomes of previous iterations of the routine. Feldman and
Pentland [31; 73] have continued developing these ideas throughout the 2000s, proposing an ontology of organizational routines that
distinguishes between: (a) the prescriptive structure of a routine (i.e., ostensive aspect); and (b) the aspect which embodies peoples’ enactment
and modification of routines’ structural aspect (i.e., performative aspect). The relationship between these two aspects of routines creates an ongoing opportunity for variation, selection, and retention of new patterns of action within routines. Therefore, routines allow organizations to
balance adaptability and stability, affecting organizations’ ability to adapt to changing circumstances. More recently, with the recognition that
organizations are becoming more complex and adaptive, Pentland and colleagues [71] have placed greater emphasis on the emergent aspects of
routines. Subsequent work has largely sought to shift our attention to the dynamic and emergent processes of replication and to the
performativity of routines as living and situated [12; 23; 24; 74; 75; 80].

2.2

Components of Emergent Routines in Peer-Production

The works reviewed above provide the theoretical foundation for our study. It should be emphasized, however, that the organizational
theory of routines was developed within traditional organizational settings. The setting for our study, Wikipedia, represents a new form of
organization that lacks an institutional “container” [78; 98]. In such settings, governance is restricted to high-level norms and policies [1; 33;
51], whereas the actual peer-production of digital artifacts is largely emergent [7; 30; 90; 105]. It is expected that in these settings the
institutional forces that traditionally act to stabilize routines will diminish, calling into question the extent to which routinized work patterns
could actually emerge. Hence, the empirical investigation of self-organizing and organic peer-production work activities has the potential to
extend the theory of routines and yield novel insights regarding emergent work patterns in new forms of organizations.
Wikipedia presents a particularly challenging setting for the emergence of regular activity patterns, given the unregulated nature of coproduction. Except for few and rare restrictions (e.g., unregistered members are not allowed to start new pages and in rare cases are restricted
from editing controversial pages [41]), contributors to Wikipedia are able to interject at any given time and change the artifact, thus interrupting
any routinized work sequences that may have emerged. Building on the conceptualization of Lindberg et al. [59] of emergent routines in open
source software development, we will refer to the work sequences that organically emerge as routine components, i.e., “stabilized subpatterns
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within routines”[59] (p. 752). This implies that the emergent patterns are not wholesale routines that have to be followed as complete sets, but
rather that they can be mixed and matched, and put together to form complete routines. It is important to stress that such components are not
mere artifacts of the changing frequencies of various activities. Rather, the routine components identify a set of activities which exhibit
“structural dependence”, i.e., that the prior activities in a sequence predict the latter activities within that same sequence [74]. For example, a
short reaction-response sequence in open source software development, such as a quality assurance task that is followed by a bug report, can be
regarded as an emergent routine component, in the sense that the two activities form a subpattern where the latter activity is structurally
dependent on the prior activity.
To date, there has been little work on the routines (or routine components) that organically emerge within peer-production. Several works
within the fields of organization science and information systems have identified stable high-level structures that emerge organically in
Wikipedia’s peer-production [1; 9; 56; 59; 105]. For example, DeDeo [27] has identified stable periods of either conflict (i.e., vandalism, revert
and edit wars) or non-conflict; and Kane and colleagues [45] provided a case study of a single Wikipedia article revealing three prototypical
periods of activity: chaotic generating, joint shaping, and defensive filtering. These prior studies demonstrate that macro-level structures can
emerge organically but have not explored micro-level activity patterns.
Few works within the fields of human-computer interaction (HCI) and computer-supported cooperative work (CSCW) have sought to
automatically identify such micro-level sequences (i.e., components of routines), and the majority of this work has been in the context of
Wikipedia. For example, Keegan [46] analyzed socio-technical trajectories extracted from Wikipedia logs to reveal some temporal signatures of
knowledge production; along the same lines, others have analyzed the sequences of activities in the co-authoring of a Wikipedia page (termed
“motifs”) to investigate relationships between contributors [44; 55; 68; 86]. Few recent studies have attempted to analyze multi-stage transitions
from event log data [26], often employing methods borrowed from bioinformatics [6; 36; 103; 104]. Nonetheless, these studies have employed
simple knowledge representation schemes, often with an event of a single type. Another related stream of research has attempted to visualize
activity sequences [5; 91; 97; 99]. While these studies point in a promising direction, they are quite limited in scope. Namely, they pay little
attention to the nature of activities and employ naïve metrics (a simple count of the frequencies of sequences), overlooking how the occurrence
of activities are structurally dependent on prior activities. Furthermore, these empirical investigations have proceeded largely disconnected from
theory, highlighting the need to integrate such empirical findings with organizational theories of peer-production. Recently, Keegan and
colleagues [47] advocated for employing sequence analysis methods in the area of computer-mediated cooperative work (CSCW). However, to
the best of our knowledge, there has been little empirical work in this area since.

2.3

The Temporal Dynamics of Emergent Routines

Emergent routines are also important mechanisms for storing knowledge [69; 84] in the sense that effective behaviors of the past become
ingrained in stabilized work patterns, thus constituting knowledge. Therefore, the emergent view of routines suggests that knowledge is not
only injected into routines through formal specification and top-down decree, but rather that knowledge also becomes gradually deposited into
activity patterns through bottom-up processes that are governed by evolutionary dynamics [53]. That is, routinized work patterns emerge in
peer-production from the actions and interactions of multiple contributors.
Such emergent routines are also adaptive relative to environmental pressures and stimuli, both social, such as changes in cultural norms, and
technical, such as the affordances of the technology platform that supports the work that is being done [4; 12; 74]. That is, activity patterns are
adjusted to more effectively address a situation, based on learning that has occurred as individuals and groups have observed the consequences
of executing past versions of the same activity pattern. Such learning then becomes reflected in the structural dependence of outcomes on
activity patterns, i.e., particular outcomes become more tightly associated with specific activity patterns, reflecting a learned, ingrained “recipe”
for achieving a particular outcome. For example, contributors to Wikipedia may learn over time that a series of content additions require that
the wiki page be organized and shaped, making it easier to continue adding content. Thus, over time, certain sets of activities may grow in their
structural dependence, increasingly triggering the required, subsequent activity. Through adaptation, such structural dependence may grow
stronger, and a new activity pattern may emerge. Such adaptation is an evolutionary process, whereby more adaptive variations tend to survive,
while less adaptive variations fall by the wayside [4]. Researchers have also identified particular life cycles of knowledge creation [45] within
peer-production communities, as well as evolutionary processes through which knowledge creation occurs [53].
To date, however, empirical evidence regarding the temporal dynamics of emergent routines (or routine components) in peer-production is
scarce and our understanding of the ways in which emergent routines evolve is only at its infancy. Trying to fill in these gaps in the literature,
the overriding objective of this study is to explore emergent routine components in Wikipedia’s peer-production, focusing on the peerproduction of encyclopedic entries. In particular, we pose two high-level research questions: RQ1: What is the nature of the routine components
that emerge organically in Wikipedia’s peer-production? and RQ2: Do such emergent routine components evolve over time, and if so, how?

3

METHODOLOGY

To study routine components in peer-production communities, we inquire into the work patterns of Wikipedia. The English Wikipedia
consists of over 5 million articles as a result of hundreds of millions of voluntary contributions over the years. Wikipedia is created using wiki
technology, a tool designed for openness and egalitarianism [57; 94], and therefore suitable for supporting community-based production of
knowledge-based goods [95]. Wikipedia includes many encyclopedic entries, each organized on a separate wiki page. We refer to the set of
contributors co-authoring an article as an “article group”. Wikipedia is particularly suited for investigating emergent routines; while norms,
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policies and procedures provide general infrastructure for community activities, the collaborative authoring of wiki articles is largely free from
workflow constraints and less affected by such governance schemes. For example, any member of the Wikipedia community (and even
unregistered participants) can contribute content and one does not need to hold special access privileges in order to participate in deliberations.
As Wikipedia lack formal task allocation mechanisms, contributors are free to choose where, how much, and when to participate (e.g., selecting
whether they want to make small changes such as fixing typos, adding new content, deleting content, or reorganizing others’ prior postings,
etc.). Hence, in this study we adopt an emergent perspective in studying the way in which contributors coordinate their production work. In line
with recent work which argued that Wikipedians’ work is largely routinized [77], we focus our attention on “emergent routines”; the sequences
of activities that organically emerge in Wikipedia’s self-organizing peer-production work.
Addressing our research questions require that we develop an operational definition of “emergent routine components”. Drawing on the
formulation of routines in the organizational discourse [31; 71; 73] and the articulation of emergent work in peer-production policies [1; 7; 30],
we characterize emergent routine components as consecutive micro-level work activities that exhibit structural dependence, such that the
occurrence of one activity in the sequence is dependent on the occurrence and the ordering of other activities within the sequence. Our sequence
of activities includes only those activities which are unlikely to be added by chance; an activity is included in the sequence only if it is highly
probable to follow the existing activities in the sequence. The generated sequences represent chains of activities that are structurally dependent,
which we refer to as “emergent routine components”.

3.1

Sample and Preprocessing

The setting for our study is Wikipedia. The collaborative authoring and editing of a particular encyclopedic article on a wiki page is viewed
as a discrete undertaking, and every person contributing to a particular article is considered a part of the article group. The starting point for this
study was the sample and procedure from [7]. That sample of 1,000 articles from the January 2012 dump of the English Wikipedia1 was
generated through a double-stratified sampling procedure, which aimed to represent the wide scope of Wikipedia’s content. The sampling
procedure ensured an equal number of articles from: (a) four different levels of article maturity (in terms of the number of revisions), and (b)
articles’ topical domains. We, thus, cover articles that are varied in terms of their age, pace and subject. We expanded this dataset to include all
revisions in each of the 1,000 articles, up to May 2018. Altogether, this sample contained 858,101 article revisions, authored by 271,455
contributors. This sample included data regarding the types of “production” activities (i.e., co-authoring encyclopedic entries in the Main
namespace), employing the taxonomy of wiki-work that is specified above. The unit of analysis for the annotation was at the revision level (i.e.,
difference between two consecutive versions of the wiki article). Each revision in an article (from its creation until the cut-off date May 13,
2018) was tagged for the relevant activities, where a revision could contain multiple types of “editing work”. The tagging procedure employed a
machine learning algorithm that was trained on manually labelled data, as well as an evaluation on a test set which showed that this approach
yielded good results. Please refer to Appendix A for additional details regarding this initial set-up procedure. Using this dataset, we created a
table listing article revisions in rows and edit categories in columns, where the binary value in each cell indicates the presence of a particular
edit category (1 = presence; 0 = absence). Table 1, under Original Single Labels, describes the frequencies of these labels.
Table 1. Activity categories used to annotate the revisions

Label
AC
DC
FT
RT
H
R
WM
RT
V
RV
O

Original Single-Labels
Description
Add substantive new content
Delete substantive content
Fix typos and grammatical errors
Rephrase existing text
Hyperlinks (to other Wikipedia pages)
References (to external sources)
Add or change wiki markup
Reorganize existing text
Insert vandalism
Remove vandalism
Other (unclassified, starting an article)

# edits
110,182
3,362
124,562
25,729
845
740
125,660
8,578
59,359
126,027
4,705

Adding Multi Labels
Label Combinations
# edits
AC; AC/ WM
276,501
DC; DC/WM
20,190
FT; FT/WM
131,442
RT; RT/WM
26,169
H; H/WM
13,037
R; R/ WM
21,818
WM
125,660
RT; RT/WM
19,217
V; V/WM; V/AC; V/WM/AC
69,556
RV; RV/WM
128,739
All other combinations
25,772

% of total
32.2%
2.4%
15.3%
3.0%
1.5%
2.5%
14.6%
2.2%
8.1%
15.0%
3.0%

In order to apply sequencing techniques and extract emergent routine components, it was essential that we transform our multi-label data,
such that each revision is tagged with a single label. Our analysis revealed 105 distinct multi-label combinations (together recurring 858,101
times). Treating each multi-label combination as a distinct token was simply not practical, as sequences consisting of so many different
elements would be very difficult to interpret. For simplification, in cases where a content-related edit type (e.g., add content, reorganize text)
was accompanied with a wiki mark-up label (WM), we labelled the revision by the relevant content-related label. Along the same lines, a
1

See https://dumps.wikimedia.org/
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revision that was originally labeled as insert vandalism together with additional content-related labels, was simply regarded as insert vandalism
(V). To further simplify the labelling, we focused on the ten most frequent tokens, together accounting for 97% of the token occurrences.
Labelling the remaining 3% of the multi-label combination as “other combinations”, our list included eleven tokens, as described on the right
hand side of Table 1 under Adding Multi-Labels. Once we completed pre-processing of the data and defined the eleven edit categories as the
basic building blocks for our study, we were ready to start exploring the sequences of work activities from the 1,000 Wikipedia articles in our
sample.

3.2

Identifying Emergent Routine Components using VLMC

We utilized Variable Length Markov Chains (VLMC) [18; 34; 60] to identify emergent routine components within the set of sequenced
activities that represent the chain of an article’s peer-production. VLMC is an algorithm that identifies subsequences within a larger sequence
dataset through examining the structural dependence of an activity upon prior activities. For further details on VLMC, see Appendix B. We
refer to groupings of structurally dependent sequences identified by VLMC as “emergent routine components”. Previously, VLMC has been
used to analyze protein classifications and English language texts [81], as well as music pieces [14] and DNA sequences [18; 60]. Ours,
however, is one of the earliest attempts to use VLMC to model peer-production processes.
VLMC has several advantages. First, VLMC does not make a priori assumptions with regards to where and when sequences occur within
the larger chain of activities (and therefore neither when a sequence starts), but can rather inductively identify statistically significant sequences
using computational approaches. Second, VLMC also does not assume that sequences are independent of each other, and therefore allows for
overlapping sequences within a larger chain of activities. Using this approach, we can identify routine components of variable length, without
any arbitrary assumptions with regards to where the predicted activity occurs in the sequence. Third, VLMC represents a predictive approach to
identifying sequences. Rather than simply identifying frequencies of activities that occur together, it is inherently based on sequences’ structural
dependence, i.e., that prior activities statistically predict later activities, thus forming sequences.
Our analysis using the VLMC method required four steps described in detail below: (1) constructing a probabilistic suffix tree (PST) of all
possible sequences; (2) pruning the tree to identify sequences with non-random ordering; and (3) mining the pruned tree to identify clusters of
similar sequences, i.e., “emergent routine components” (see, e.g., [49; 82]). Once the tree is constructed, pruned, and clustered, the final step of
the analysis can be conducted: (4) identifying the distribution of various routine components (i.e., clusters) over time, so as to detail their
evolution.

3.3

Step #1: Constructing the Probabilistic Suffix Tree (PST)

PSTs are data structures for storing, representing, and analyzing VLMC models. Starting with a root node, sequences (i.e., sets of activities,
no matter what length) are added until the tree can describe all possible sequences in the dataset. This tree includes all empirically observed
sequences, many of which may not be statistically significant with regards to predicting subsequent activities. Therefore, the PST can be
thought of as a saturated model, that describes all aspects of the dataset, but is excessively complex. To arrive at a smaller, less complex model,
where all sequences are statistically significant, we conducted a pruning procedure.

3.4

Step #2: Pruning the Probabilistic Suffix Tree (PST)

The pruning procedure is intended to trim random sequences, leaving only those that represent structural dependency. The idea is to remove
an activity if it does not contribute additional information over its parent (i.e., preceding set of activities) with regards to predicting successive
activities. The pruning process is guided by an information gain function, which helps to establish when a sequence adds statistically significant
information gains over other, shorter sequences nested within said sequence. The gain function accomplishes this through comparing the
probability distribution with regards to the next activity in a sequence with the probability distribution generated by the parent of said sequence.
The context parameter, C, captures the significance threshold that the difference between the two distributions must meet. We choose the model
with the lowest Negative Log Likelihood absolute value, which suggests that the cut-off for the information gain function should be set to C=63
2
. Hence, we are left with a pruned tree, containing multiple structurally-dependent sequences, which may be clustered to form emergent routine
components3.

3.5

Step #3: Clustering of Sequences in the Probabilistic Suffix Tree

In order to characterize the sequences extracted from the PST, we utilized a clustering procedure based on Optimal Matching (OM). OM is a
method that assesses sequence similarity, often used within computational biology [2]. We computed pairwise OM distances between
sequences using the Needleman-Wunsch algorithm [35] with an insertion/deletion/substitution cost of 2, which is a standard value used in other
studies [2]. When computing distances between sequences we controlled for sequence length through normalizing distances using the length of
2

We also performed sensitivity analyses through setting C to 62 and 64, respectively, and then for each alternative we proceeded with the clustering of sequences (as described in
Section 3.4). We found that the clusters emerging from the original threshold (C=63) is highly similar to the clusters resulting from the alternative thresholds.
3
In order to explore the extent to which our solution is dependent on our approach that accepts sequences of any length, we performed additional sensitivity analyses when restricting
sequences to a length to either 3 or 4 activities. We found that the clustering solution is largely insensitive to sequence length. I.e., the clusters resulting from when using these
constraints resemble the original clustering solution.
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the longest of the two sequences being compared. To do this we used the TraMineR4 R package [35]. Using the obtained distance matrix, we
applied agglomerative hierarchical clustering [26]. This approach clusters the dataset beginning with a “cluster” for each individual observation,
and then aggregates the clusters until all observations have been related to each other in a single cluster, thus forming a “tree” of multiple
possible clustering solutions. In order to “cut” the generated tree at an appropriate number of clusters, we sought meaningful clusters5 and
computed several clustering quality measures: Point Biserial Correlations (PBC), Hubert’s Gamma (HG), and Average Silhouette Width
(ASW) [28]. Using these criteria, we observe that the 4-cluster solution is optimal, and thus we employ that solution in all consequent analyses.
Further, to characterize each of these clusters, we extracted the top 10 most representative sequences for each cluster, through identifying the
medoids (i.e., those sequences with the smallest possible distances to all other sequences within each cluster). These sequences are conceptually
similar to what we might imagine a “median” sequence to be.

3.5

Step #4: Analyzing the distribution of sequences across time periods

To examine how the distribution of emergent routine components change over time, we utilized two levels of analysis: calendar years
(suggesting a change across all articles, and indicating a community-level effect) and article maturity (indicating a within-article effect). First,
we analyzed how the distribution of sequence clusters change over calendar years. Second, for analyzing how sequences change over articles’
life stages, we created four “temporal brackets” based on the number of revisions (1-250, 251-500, 501-750, and 751-1000 revisions). This
analysis employed only the subset of 302 articles with revisions in each bracket (i.e., the 302 articles containing more than 750 revisions), thus
ensuring that these articles had observations in each of the four temporal brackets and controlling for between-articles variations. We then
traced the distribution of clusters across the different article-maturity brackets. For both analyses, we used a Chi-Square test to verify the
relationship between bracket and sequence clusters6.

4
4.1

FINDINGS
Nature of Routinized Work

The total number of distinct sequences generated from our dataset was 16,666 (recurring 3,727,489 times). To identify emergent routine
components, we began by pruning the probabilistic suffix tree using the value of C which minimized the negative log likelihood, i.e., C=63.
After pruning, we were left with 867 distinct sequences (recurring 1,665,263 times in our dataset). Thus, 5.2% of the total sequences pass the
threshold for emergent routinization, counting for 44.7% of all occurrences. Table 2 details of the probabilistic suffix tree before and after
pruning, using the Negative Log Likelihood measure of model fit (smaller absolute value entails a better fit).
Table 2. Results for Pruning Suffix Tree
Probabilistic Suffix Tree
Distinct sequences
Occurrences
Negative Log Likelihood
Df

Before Pruning

After Pruning
16,666
3,727,489
-1,461,512
166,780

Ratio
867
1,665,263
-1,537,436
8,790

5.2%
44.7%
-

For illustration, the most frequent sequences of lengths of 2-4 activities are as follows. Length of 2 activities: AC-AC (100,029
occurrences), AC-RV (48,170), RV-FT (46,433), V-RV (45,000), FT-AC (40,723); length of 3: AC-AC-AC (42,409), RV-V-RV (21,293), ACRV-AC (19,848), RV-AC-RV (18,753), FT-AC-AC (14,718); length of 4: AC-AC-AC-AC (19,716), V-RV-V-RV (11,075), AC-RV-AC-RV
(8,230), RV-AC-RV-AC (7,754), RV-V-RV-V (7,407).
Table 3. Example of emergent routine components: clusters’ medoids
Seq.
1
2
3
4
5
6
4

5
6

“Content Addition”
AC-AC-AC-AC
AC-AC-AC
AC-FT-AC-AC
FT-AC-AC-AC
RV-AC-AC-AC
AC-AC-FT-AC

“Shaping”
AC-WM
AC-RV-WM
WM-AC-WM
WM-AC-RV
WM-AC
AC-AC-WM

“Copyediting”
FT-FT-FT
AC-FT-FT
AC-FT-FT-FT
WM-FT-FT
RV-FT-FT
FT-FT-FT-FT

“Repair of Vandalism”
AC-RV-V-RV
RV-AC-V-RV
AC-V-RV-AC
V-RV-AC-RV
RV-V-RV-V-RV
RV-V-AC-RV

http://traminer.unige.ch/
We define meaningful clusters as those containing at least 10% of the cases.

In order to verify that the clustering solution is stable over time, we re-ran clustering independently for each temporal bracket. We found that that these different clustering solutions
are highly similar. Once we established that the clustering was highly similar across time, we proceeded to analyze the change in distribution over time.
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7
8
9
10

FT-AC-AC
WM-AC-AC-AC
AC-FT-AC
AC-AC-RV-AC

RV-WM
WM-RV
WM-WM
WM-WM AC

FT-FT
WM-FT-FT-FT
AD-WM-FT-FT
O-FT-FT

V-RV-V
V-V-RV
AC-AC-RV-V
V-AC-AC-V-RV

Clustering of the pruned tree yielded four clusters, each corresponding to a distinct class of emergent routine components. To identify the
types of sequences in each of the clusters, we examined their medoids (Table 3) and looked at a number of descriptive statistics (Table 4).
ANOVA tests indicated that each of the descriptive statistics (length, time, and revisions) had different means across the four clusters (length:
F=37,265, df=3, p<0.01; time: F=2,346, df=3, p<0.01; revisions: F=20,571, df=3, p<0.01). Similarly, post hoc multiple comparison tests using
Tukey Honest Significant Differences indicated that all means for each of the three statistics were significantly different (p<0.01) when
comparing each cluster to every other cluster. The lone exception was the length metric, for which there was no significant difference (p=0.741)
between “repair of vandalism” (3.05) and “content addition” (3.02). We also examined empirical examples of each sequence to determine their
content. Together, this data informed the derivation of the cluster labels.
The first cluster was characterized as “content addition,” since it consisted of sequences of adding content. It has an average length of 3
revisions and includes returning contributors (the highest mean number of revisions per contributor: 1.48). The pace of activity is rather slow,
with an average time between revisions of 108 hours. An example for “content addition” sequences comes from the editing of the
"Anthropology" article: in May 2007 a single contributor worked on the article in short intervals, adding content in an effort to flesh out the
definition of the term anthropology. In another sequence of “content addition” within that same article, in 2003 three different contributors
added content in lengthy intervals (the three-edit sequence stretched from July to December). The second cluster was labeled “shaping”. Extant
conceptualizations of Wikipedia’s co-authoring work have identified the “shaping” of existing content as an important activity [45; 62; 102],
and Kane et al. [45] have identified three high-level patterns in Wikipedia’s co-authoring, one referred to as “joint shaping”. Later, Arazy et al.
[7] have distinguished between the actions of content shaping (activities associated with the reorganization of text and to a lesser extent with
wiki markup) and layout shaping (the adding of wiki markup) [7]. The “shaping” cluster is the shortest in length (2.47 activities on average),
has an average time between revisions of 125 hours, and it often includes several contributors (relatively few revisions per contributor: 1.39).
As an example of this cluster, an editing session in October 2011 from the article on the letter “A” included several corrections of mislabeled
headings. The third cluster we labeled “copyediting” since it consisted of meshing content addition and fixing of typos, i.e., essentially
modifying minor aspects of the content as expansion of the text progressed. This routine component is relatively short (on average it has a
length of 2.53 activities), includes a moderate number of revisions per contributor (1.42), and is characterized by the slowest pace (132 hours
between revisions). As an example of this cluster, an editing session in July 2009 from the “Afroasiatic languages” article included the addition
of headings, fixing of plural/singular errors as well as incorrectly used terms by two different contributors. Last, the fourth cluster was labeled
“repair of vandalism,” since it consisted of iterated patterns of inserting and repairing vandalism. This cluster featured the longest sequences (on
average just over 3 activities), substantially faster pace than all other clusters (average time between revisions 27 hours), and the fewest number
of revisions per contributor (1.15). As an example of this cluster, an editing session from the “Algae” article in August 2011 included insertion
and removal of inappropriate edits such as claiming that algae are “different types of crazy insane donkeys“. We note that there is a variation
within clusters, and thus we should keep in mind that the qualitative examples above only represent a subset of the most central sequences in
each cluster.
Table 4. Characterizing emergent routine components
Distinct Seq.
(%)

Total Seq. Freq.
(%)

“Content Addition”
“Shaping”

319 (37%)
227 (26%)

631,160 (38%)
389,851 (23%)

“Copyediting”
“Repair of Vandalism”

106 (12%)
215 (25%)

237,049 (14%)
407,203 (24%)

Length

Mean
3.02
2.47
2.53
3.05

STD
1.05
0.70
0.77
1.15

Time (hrs)
between
revisions
Mean
STD
108.2
551
124.8
834
132.3
718
27.3
159

No. revisions
per contrbtr.
Mean
1.48
1.39
1.42
1.15

STD
0.81
0.61
0.62
0.32

4.2 Changes across Calendar Years
Based on the full dataset of 1,000 articles, we mapped the relative distribution of sequence clusters (i.e., routine components) over calendar
years (see Figure 1 below). Here we can see that the “content addition” component decrease gradually over the years, from over 50% in the
early years down to 32% in 2018. The “shaping” component is relatively stable until 2012 (22%-28%), and then gradually increases until
reaching 34% of the sequences in 2018. “Copyediting” keeps a stable rate (at roughly 15%-20%), with a small dip in 2007-2009 (12%-13%).
The “repair of vandalism” component shows an inverted u-shape curve: it starts small in the early years (2%-4%), rapidly increasing until
peaking in 2007-2009 (30%-33% of all sequences), and then decreasing gradually until setting at 17% in 2018. A Chi-Squared test on the
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changes in sequences’ frequencies showed that the patterns changed significantly across calendar years (χ2=40,000, df=50, p<0.001). Post-hoc
multiple comparison Chi-Square tests (with 100,000 bootstraps and with Bonferroni correction [42]) revealed that all of the pair-wise
comparisons between calendar years are statistically significant at p < 0.05, except for the differences between 2001 and 2002-2004 and the
difference between 2015 and 20167.

Clusters' Relative Frequency Over Time
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Figure 1. Changes in the relative distribution in the frequencies of emergent routine components across calendar years

4.3

Changes associated with Article Maturation

To analyze the temporal dynamics of each article, we organized the data differently from when analyzing it at the community level. Instead
of looking at activities per calendar year, we organized activities based on the starting point in each article. That means that instead of
measuring time, we measure revision sessions. To maintain balance amongst the different revision brackets, we only looked at articles which
had revisions in each of the brackets we selected [1-250, 251-500, 501-750, 751-1000]. 302 articles met this criterion and were selected for
analysis. We then analyzed the distribution of the clusters across revision brackets.
As Figure 2 illustrates, the frequency of “content addition” components starts high at the article’s early stages (close to 50%) and decreases
as the article matures (settling at 36% for mature articles); “shaping” component is stable over article maturation (at 23%-24%), as is the
routinized “copyediting” components (at 14%-15%); while “repair of vandalism” increases continuously over articles’ life stages: from 13% in
the article’s early stages to 26% for mature articles. To some extent, the patterns at the article-level of analysis are consistent with the patterns
identified at the community-level. Here, too, a Chi-Squared test indicated that the differences across article maturity brackets are statistically
significant (χ2=10,000, df=9, p=0.71)8. Post-hoc multiple comparison Chi-Square tests (with 100,000 bootstraps and with Bonferroni correction
[42]) revealed that all of the pair-wise comparisons between revision brackets are statistically significant at p < 0.01.

7

In order to test the robustness of our results, we performed two sensitivity analyses, using alternative temporal brackets: (a) one-year brackets July-June (instead of Jan.-Dec. as in the
original solution) and (b) two-year brackets. There results when using these alternative brackets were very similar.
8
Here, again, we tested the sensitivity of our bracketing choice, exploring instead a 100-revision bracketing approach (10 brackets: [0-100 revisions, 101-200, etc.]). Results when using
this alternative bracketing approach were similar; namely, the differences across brackets in clusters’ distribution were statistically significant.
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Clusters' Relative Frequency Across Article Maturity
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Figure 2. Change in the relative distribution in the frequencies of emergent routine components across article maturity stages

5

DISCUSSION

The primary finding from this study is that routinized work patterns do organically emerge in Wikipedia and that these patterns could be
clustered into meaningful groups that we interpret as routine components. This finding can inform the organizational theories of routines. As we
explained at the outset of this paper, over the years, the view of routines in the organizational literature has shifted from a perspective that
focuses on the top-down design of work practices to a view that highlights the bottom-up processes by which employees’ interpret and shape
routines [31; 71-73; 76]. Whereas recent studies in the area have placed a greater emphasis on the emergent aspects of routines and the
processes of replication, we must consider that, largely speaking, the theory of routines has developed within traditional organizational settings,
where top-down design plays a substantial role in routinizing work practices. The findings that routinized work patterns still emerge in
Wikipedia—a setting that is characterized by a very loose governance structure [7; 30; 90; 105]—is non-trivial, especially when considering the
unique character of Wikipedia’s co-authoring process where anyone can edit almost any page at any time. We, thus, call for future
organizational research on work sequences in Wikipedia, as we believe that such investigations hold the potential to extend current theories of
routines through providing an extreme case illustrating when the ostensive aspect of routines is all but absent.
Our findings indicate a particular set of routine components and show how they evolve over time at both the community-level and at the
article-level. Below, we will discuss our findings and the implications they have for our understanding of routinized activity patterns in peerproduction. First, we will reflect on the particular characteristics of the routine components that we uncovered, and how they shed new light on
how micro-level work is conducted in peer-production communities. Second, we will discuss how such routine components evolve over time.

5.1

Characteristics of Emergent Routine Components

We identified 867 unique sequences that showed structural dependency. Our clustering analysis revealed four clusters that we interpreted as
various routine components: content addition (319 sequences); shaping (227); copyediting (106); and the repair of vandalism (215).
Notwithstanding some similarities between routine components (e.g., sequence length of 4-6 elements; sequences were seldom generated by
a single contributor (17.9% of cases), and in many cases each edit within a sequence was created by a different contributor (63.4% of cases)),
the emergent routine components exhibited some noticeable differences from one another in several respects. Namely, the routine component of
“shaping” exhibited the shortest length and high same-contributor participation; “copyediting” showed the slowest pace; “content addition” was
characterized by returning contributors, and the routine component of “repair of vandalism” exhibited the longest sequences and a tempo much
higher than all sequences.
Our finding regarding the emergence of routinized work related to the fight against vandalism is in line with findings from prior studies that
have documented the social processes [38] and automatic tools [3; 43; 83; 100] that are employed in the battle against malicious manipulations
of content on Wikipedia. Specifically related to our work, prior studies have identified vandalism-revert routine components (although quite
short in length) [27; 44; 47; 91]. Our results extend beyond this prior work in several respects. Methodologically, relying on machine learning
methods that were trained on labeled data and employing the methods from [7], we were able to detect the repair of vandalism that does not
entail the technical act of reverting to a previous revision of the article. Analytically, we move beyond simply characterizing the frequency of
such vandalism-and-repair sequences, to demonstrating that the activities in these sequences are structurally dependent. Conceptually, we show
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that the fighting of vandalism goes beyond a single revert act, and entails the repeated sequence of vandalism and correction. We show that
routinized vandalism fighting often stretches over a number of editing sessions and that manipulation attempts in such sequences often involve
multiple vandals. Our findings also suggest that sequences of content addition, shaping and copyediting also become routinized. Differently
from the vandalism fighting sequences that are associated with a community’s deliberate attempt to organize work, these additional classes of
sequences cannot be directly attributed to Wikipedia norms or procedures. Also, given that explicit coordination plays a limited role in
Wikipedia (very few participants take part in deliberation on discussions spaces such as article’s talkpages; [7; 48]), it is unlikely that the
patterns observed here are a result of a coordinated attempt to organize work. Rather, these emergent routine components suggest a stigmergic
coordination mechanism [17; 89], whereby contributors are directly responding to the current shape and needs of the article. Under such a
coordination mechanism, it is the artifact itself that affords various types of activities, and therefore serves as a device for coordinating peerproduction activities [10]. For instance, after substantial addition of content, the article invites reorganization that is reflected in changes in wiki
markup. Similarly, in some cases—particularly in the early stages of articles’ evolution—the article invites substantial expansion in coverage,
thus engendering multiple content addition edits. To the best of our knowledge, this is the first study to document routinized work that entails
sequences associated with such constructive co-production. We call for future research that would investigate the purpose and the context of
such emergent routines. For example, it would be interesting to explore contributors’ decision-making processes when enacting activities
associated with such emergent routine components.

5.2

The Temporal Evolution of Emergent Routine Components

With regards to temporal evolution, there are some observable trends in the evolution of routine components over calendar years. As
described in the Results section, we found that “content addition” routine sequences start quite prevalent (peaking at 58% of sequences in 2003)
and then slowly decrease in prevalence to settle at around just over 30% of sequenced work; the portion of “shaping” routines is more stable
over time, gradually increasing from 25%-27% in the early years to 34% in 2018 (surpassing the portion of “content addition”); “copyediting”
routine components show a u-shape pattern, representing roughly 17%-20% of all sequences in the early and late years, dipping to 12%-13% in
2007-2009; finally, the “repair of vandalism” shows an inverted u-shape pattern: starting at 2%-4%, increasing in the first several years until
peaking at over 30% of sequenced work in 2007-2009 and then slowly decreasing to settle at roughly 17% in 2018. In terms of changes related
to article maturation, the patterns are somewhat different. Namely, the routine component of “content addition” gradually decrease as the article
matures (from 50% in the inception stages to 36% in mature articles); “shaping” and “copyediting” routine components remain stable across
maturity stages (at 23%-24% and 14%-15%, respectively); whereas the routine component of “repair of vandalism” increase in their relative
portion of sequenced work as the article matures (from 13% to 26%). In sum, we observe that these temporal changes in patterns are significant
at both the community-level (i.e., calendar years) and at the article-level (i.e., article maturity brackets). For some of the routine components,
the two perspectives tell a similar story (e.g., decrease in the proportion of “content addition” in terms of both calendar years and article
maturity stages). This may partially be an artifact of the dependency between the two analyses. Namely, when articles mature in their age (in
the number of revisions), absolute time (i.e., calendar years) also moves forward, and vice-versa. However, we note that for other types of
routinized work the two alternative angles complement one another as each reveals a different picture (e.g., shaping remains stable across
article maturity stages, but increased over calendar years).
One possible explanation for such temporal changes is organizational learning. As explained earlier, routinized work patterns may emerge in
peer-production from the actions and interactions of multiple contributors. Given that emergent routine components are mechanisms for storing
knowledge regarding work practices [84] [69], such adaptive responses that improve the fitness of a particular procedure are generally regarded
as learning [4]. Thus, changes over time are not random, but rather reflect organic organizational learning. That is, learning of individuals and
of groups occurs when they observe the consequences of past executions of the same activity pattern, and then organically adjust the routine
pattern to better achieve the desired outcome (i.e., variation-selection-retention) [4; 12; 64; 74]. Our findings imply that learning occurs both
within article groups and within the broader Wikipedia community through the integration of insights and learnings across multiple article
groups. Interestingly, despite the high turnover rates that characterize communities such as Wikipedia [7; 79], groups are able to accumulate
learning. We speculate that central members—either those at the core of the community or the users that serve as the backbone of any article
group—play a key role in accumulating and transferring knowledge regarding routines. This transfer of knowledge may be explicit (e.g.,
through socialization of newcomers; [19; 67]) or implicit (i.e., the central members have learned the routines, and others learn by watching
them). Another plausible explanation is that contributors learn through feedback, which, again, could either be explicit (rejection of one’s
posting with an explaining message; [37]) or implicit (e.g., by the duration to which one’s postings persist the ongoing refactoring of the wiki
page). Notwithstanding the plausibility of the learning hypotheses, alternative mechanisms may be at play here, for example changes in a
routine component’s prevalence may be a result of changes in Wikipedia’s population or changes in the peer-produced artifact.
To the extent that stigmergic coordination (i.e., implicit coordination that employs the peer-produced and evolving artifact as a primary
locus for synchronization) is indeed a suitable mechanism for explaining how routine components may emerge in peer-production contexts such
as Wikipedia, our findings also speak to how such stigmergic mechanisms may change over time. Namely, stigmergic coordination may
possibly evolve in response to various contextual and environmental forms of stimuli. This is an important contribution, because current
conceptualizations of a self-organizing coordination processes, such as accounts of stigmergy in online communities [17; 40], fall short in
recognizing how the specific content of the stigmergic collaboration artifact evolves over time. That is, they overlook the way in which traces
of knowledge-based activity is stored in a digital artifact which evolves over time, and thereby influences the peer-production of useful
knowledge [88]. Even when focusing on knowledge activities (i.e., in the form of prototypical patterns, see [7; 8]), research does not delve into
the nature and evolution of knowledge as it relates to supporting the implicit organization of knowledge and activities inherent in stigmergic
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coordination processes. Thus, an important contribution of this study is in providing a first glimpse of how components of emergent routine
may evolve over time as a peer-production community matures.
Our findings suggest that a fruitful line of inquiry will be to examine the processes and mechanisms through which aggregation of routine
components occurs, and how they come to be stabilized at both a community- and article level. In recent years, a few studies have suggested
that there in fact are lifecycles within Wikipedia articles [45] and that the emergent patterns of work enacted by Wikipedians change as an
article matures [7]. Namely, Kane et al. [45] suggests that even though work on Wikipedia is organized in an emergent fashion, it still exhibits
clear lifecycles. Our findings support their argument of a lifecycle and show that particular types of activities tend to emerge as more important
over time, in particular with regards to repair of vandalism. Whereas Kane et al. [45] suggest that the evolutionary process transpires within
individual articles, our findings indicate that such lifecycles may consist of a maturation process at both the level of the overall community and
the level of individual articles.

6

LIMITATIONS AND FUTURE RESEARCH

Notwithstanding the important contributions of this work, it is subject to several limitations. First, when pre-processing our data and
sequencing activities, we had to make several design choices. Such choices were made, for example, whhen moving from multi-label activities
to single-label tokens or in determining the probabilistic threshold for non-randomness in tokens’ ordering. We made informed choices and
performed sensitivity analyses; still, our results may have been affected by these design choices. Hence, we cannot rule out the possibility that
alternative methods applied to our dataset could identify a somewhat different set of emergent routine components. For example, the sequences
studied here are based on a single descriptor of wiki work: activity category. However, editing activities could also be characterized in terms of
other descriptors such as the editor and her role within the community. Future research could attempt to sequence such multi-dimensional units.
Second, our analyses assumed that peer-production is free from workflow constraints. However, certain constraints are sometimes imposed
within Wikipedia. For example; articles may be temporarily protected from editing by unregistered users9, and certain tools (e.g., the capacity to
revert changes) may only be afforded to privileged users. We call for future research that would explore how such constraints impact emergent
routine components. Third, our study relied primarily on quantitative methods. Future research could complement our work with qualitative
methods [58] to develop a richer understanding of the mechanisms by which work becomes routinized over time and emergent routine
components are adopted by new community members. Fourth, we conjecture that learning may possibly explain why certain patterns become
less or more prevalent over time, yet our study does not provide direct evidence for such learning. Future research could shed light on the
processes by which such learning occurs, for example by investigating whether contributors’ move between work groups is associated with the
adoption of new routine components. Additional mechanisms driving the patterns that we observed, beyond learning, should also be examined.
We also conjectured that the emergence of routinized work in Wikipedia reflects stigmergic coordination that helps people work together when
they lack other coordination strategies, and thus speaks to the effectiveness of Wikipedia’s open governance approach; nonetheless, our study
does not provide empirical proof linking emergent routine components to effectiveness. We therefore call for future research to investigate the
outcomes (such as project success or product quality) of emergent routine components with different characteristics, and at different stages of
the evolutionary cycle. Finally, future research could try to develop theoretical explanations of the process by which routinized work
organically emerges. Above, we proposed stigmergic coordination as a potential mechanism [17]. Possibly, alternative mechanisms (e.g.,
“mutual adjustment” [65]) could be employed to explain the emergence of routinized work, and various methodological approaches may be
employed to test such theoretical models. In particular, it would be interesting to explore the role of Wikipedia’s technology infrastructure (in
particular, features such as WatchLists [92]and the usage of bots [39]) in facilitating the emergence of routinized work patterns. Recent studies
have employed a variety of analytical approaches to uncover ordered patterns that emerged organically from seemingly random low-level
interaction, including: qualitative analysis [45; 59], network analysis [56; 90], stochastic process models [27], clustering analysis [7], and nonlinear systems dynamics [54]. Applying these frameworks to explain emergent routine components in peer-production warrants additional
work.

7

CONCLUSION

Recently, Keegan et al. [47] have called for research on sequences, arguing that “socio-technical event log data has the variability, breadth,
and granularity to adapt grammatical models of organizational routines to understand the variation, selection, and retention of new patterns of
actions in technology-mediated social participation” (p. 12). This study addresses the call to study sequences in CSCW and sheds new light on
the routinized peer-production work that organically emerges in Wikipedia. To date, the empirical investigations of sequenced work in online
production communities have proceeded largely disconnected from theory. Here we ground the investigation of Wikipedia’s work sequences in
the organizational theory of routines, and more specifically, in the literature regarding self-organizing and emergent co-creation. Mapping out
the ways in which emergent routine components change and adapt over time as responses to various circumstances is fundamental to the
understanding of how peer-production unfolds. Our research shows that emergent routine components do evolve at both the level of
communities and at the level of individual article-based groups. This indicates that there are important aggregation processes both within and
9

According to Hill and Shaw (2015), 0.67% of Wikipedia articles (i.e., on the Main namespace) are protected, a protected page has 2.8 protection events, each lasting on average 123
days. Based on this data, we approximate that 0.013% of our data includes activity that was done during such page-protection periods. We believe that given the small fraction of the
sample that the page protection data represents, it represents noise that is unlikely to have influenced our results.
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across groups that work on distinct elements of the digital product, within which knowledge flows and is synthesized in various ways. Our
findings, therefore, point to the need to inquire into these aggregation processes.
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Appendix A – Pre-Processing to Label the Type of Activity in Wikipedia Revisions
The starting point for our study was the sample and procedure from [7], focusing on “production” activities (i.e., co-authoring encyclopedic
entries; the Main namespace). Namely, we employed the dataset of 1,000 Wikipedia articles used in that earlier study. That sample of articles
from the January 2012 dump of the English Wikipedia10 was generated through a double-stratified sampling procedure, which aimed to
represent the wide scope of Wikipedia’s content. The sampling procedure ensured that we have an equal number of articles from: (a) four
different levels of article maturity (in terms of the number of revisions), and (b) articles’ topical domains. The maturity strata used were: (a) 110 revisions; (b) 11-100; (c) 101-1,000; and (d) more than 1,000 revisions, reflecting the power law distributions in the number of articles’
revisions. The topical strata were based on Wikipedia’s categorization system, using the main topics scheme 11. The 25 topical categories are:
Agriculture; Arts; Business; Chronology; Concepts; Culture; Education; Environment; Geography; Health; History; Humanities; Humans;
Language; Law; Life; Mathematics; Medicine; Nature; People; Politics; Science; Society; Sports; and Technology. With four maturity strata
and 25 topical categories, the dataset included 100 cells with ten randomly selected articles in each (i.e., 250 articles in each maturity stratum
and 40 articles in each topical category). We extended this dataset by including all revisions to these 1,000 articles up to the date of May 13,
2018, and this sample contained 1,005,680 activities (i.e., article revisions), authored by 271,456 contributors.
The labelling of revisions was also based on the procedure employed in [7]. The categorization of activities was based on a two-step
approach: first, a data sample was manually annotated (using the same annotated data as in [7]); second, by employing the manual annotation as
a training set, a machine learning algorithm was applied to categorize all revisions in the dataset of 1,000 articles. The annotation of revisions
was based on the taxonomy of wiki-work developed in prior works, which was already employed as a basis for the large-scale, manual
annotation task. Arazy et al. [7] further refined this taxonomy through pilot testing until the compilation of a comprehensive list of meaningful
activity categories that could be understood and identified by coders. The unit of analysis for the annotation was at revision level, and each
revision could contain multiple types of “editing work”; in other words, multi-labeling was allowed. For example, a revision could be annotated
as both Delete Substantive Content and Add Hyperlinks.
Once the training set was created, a machine learning algorithm was used to classify all revisions within the 1,000 articles in our dataset.
Machine learning algorithms build a model based on labeled input and then make predictions; they are useful in tasks that do not lend
themselves to the explicit programming of rule-based algorithms. A machine learning algorithm typically employs a set of features, in this case
features of Wikipedia revisions, for making the classification. Through an extensive set of experiments, Daxenberger and Gurevych [25] have
identified the most important features for this task, including features based on: meta data (information extracted from the revision comment,
author name, time stamp or other flags); textual features; wiki markup; and language features. Arazy et al. [7] have built on this approach,
making some modifications. In particular, the unit of analysis was the wiki revision, whereas in the prior work each revision is decomposed into
several “edits” (representing distinct local changes to the wiki page). In order to verify that the features are well-suited for the task, they tested
the performance on the manually classified dataset, using a Random k-Labelsets (RAKEL) classifier. Overall, the performance of this classifier
was satisfying with a F1 score of 0.78. The classifier performed close to human agreement, as shown by the F1 score of 0.68 (as compared to
human agreement of 0.73). Please refer to [7] for additional details regarding this initial set-up procedure.
For the current paper, we have used the machine learning infrastructure from [7] to classify all revisions within the 1,000 articles in our
dataset up to the cutoff date of May 13, 2018. In accordance with the common practice, we used a 10-fold cross validation procedure [50]. This
resulted in 858,101 revisions classified with a valid category, contributed by 271,455 distinct participants.

Appendix B – Overview of the VLMC Method
We utilized Variable Length Markov Chains (VLMC) [18; 34; 60] to identify emergent routine components with the set of sequenced
activities that represent the chain of an article’s peer-production. VLMC differs from standard Markov chain models in that a single model
allows us to analyze sequences of arbitrary length [34], i.e., such sequences are not “history-less,” as stationary Markov sequences are, but
rather have histories of variable length. This method identifies non-random sequences that are structurally dependent, by testing whether adding
a particular activity helps to predict the next activity better than the prior activities alone [18]. This means that in the sequence A-B, the
probability of observing B is higher when A has first been observed, compared to the unconditional probability of observing B, i.e., P(B|A) >
P(B). Further, adding the token C to the chain A-B (thus creating the sequence A-B-C), may help to predict the next activity better than using
A-B alone. This process continues until additional activities do not help to predict the continuation of the sequence. A probabilistic threshold is
used to determine whether the addition of an activity is indeed helpful in predicting the following activity. We refer to groupings of structurally
dependent sequences identified by VLMC as “emergent routine components”.
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The VLMC method is facilitated by the usage of a particular data structure—a probabilistic suffix tree (PST). PSTs are data structures that
facilitate the storage, representation, and analysis of VLMC models. Starting with a root node, sequences (i.e., sets of activities, no matter what
length) are added until the tree can describe all possible sequences in the dataset using maximum likelihood probabilities of each successive
node at each point in the tree. This tree includes all empirically observed sequences, many of which may be entirely random. The pruning
procedure is intended to trim the random sequences, leaving only those that represent structural dependency. The idea is to remove an activity if
it does not contribute additional information over its parent (i.e., preceding set of activities) with regards to predicting the probability
distributions of successive activities. A gain function, whose outcome will determine the pruning decision, is used to compare the two
probability distributions. The gain function is driven by the context parameter, C, which represents a confidence threshold with regards to
whether the additionally contributed information of an activity makes a significant difference with regards to predicting the probability
distribution of the next activity, compared to the preceding set of activities. Thus, different cut-off values of this parameter will yield a more or
less comprehensive set of statistically identified sequences [34]. Once the tree has been pruned using the information gain function, we are left
with a set of sequences that can be considered to be statistically significant with regards to their structural dependency and the capacity to
predict the next activity occurring after a particular sequence.
The tree structure of VLMC models means that sequences are nested within each other. This does not mean that the sequences nested within
larger sequences are inferior or have less predictive capacity than the longer sequences. Rather, it indicates that sequences nested within each
other may predict different probability distributions with regards to the next activity. For example, the sequence A-B is nested within the
sequence A-B-C. If we assume that the only activity types possible are A, B, and C, each of the sequences A-B, and A-B-C will have a
probability distribution with regards to the chances of the next activity being either an A, B, or C. These probability distributions will be
different between A-B and A-B-C, because A-B-C includes additional information beyond A-B (if it did not, it would have been pruned and not
included in the final PST).

Appendix C – Sequence Alignment and Clustering
After statistically significant sequences had been derived using the VLMC method (i.e., based on the pruned PST), we aligned all sequences
to each other to create a distance matrix. This distance matrix allows for clustering of the sequences in a later stage. Our alignment of sequences
to each other utilized the classic Needleman-Wunsch algorithm [35]. This algorithm aligns sequences using what is usually referred to as
optimal matching distances. This distance measure focuses on aligning sequences to each other based on the structure of the sequences. For
example, consider the following two sequences:
Sequence #1: X-Y-A-B-C-X
Sequence #2: X-A-B-C-X-Y
If you compare the sequences position by position, they actually only match at a single position, i.e., position 1. However, notice that both of
them contain the exact same subsequences of X-Y, A-B-C, and X. The Needleman-Wunsch algorithm works to convert one sequence into the
other (i.e., to “align” the two sequences to each other) through the minimal possible set of insertions, deletions, and substitutions. For example,
in this case one could delete “Y” at the end of sequence #2 and insert “Y” at the 2 nd position. This would yield the sequence “X-Y-A-B-C-X”,
i.e., identical to sequence #1. Hence, only one deletion and one insertion are needed to align the sequences to each other when focusing on the
structure of subsequences (as opposed to the 5 substitutions that would have needed to align the sequences to each other when comparing the
sequences one position at a time).
Each of the insertions, deletions, and substitutions have a “cost” associated with them. Such costs can be specified theoretically, they can be
computed based on empirically observed transition rates between sequences, or they can be set to a standard value. We have employed the
standard cost value of 2 [35], and then aligned all sequence to all other sequences in our dataset, creating the distance matrix. The distance
matrix was then used as input to the clustering algorithm.
When attempting to arrive at a cluster solution inductively, hierarchical or agglomerative clustering is a useful method. We applied a
commonly used form of hierarchical clustering known as Ward’s method [96]. This approach creates clusters through minimizing withincluster variance. In doing so, it starts by clustering observations at the base-level, and then agglomerates these clusters until all observations
have been grouped in the same cluster. This procedure creates a dendrogram, i.e., a tree of nested clusters. This tree can then be “cut” at a
desired height to arrive at a particular cluster solution with a specific number of clusters.
Once a number of cluster solutions have been arrived at, usually ranging from 1 to 10 clusters, a set of cluster quality metrics can be applied
to arrive at a final cluster solution with an appropriate number of clusters. We utilize the commonly used Hubert’s Gamma (HG), Point Biserial
Correlation (PBC) and Average Sillhouette Width (ASW) [87]. The two first metrics measure the capacity of the cluster solution to reproduce
the distances in the matrix, while the latter metric measures the “coherence of assignments”, i.e., the degree to which clusters are heterogenous
vis-à-vis each other, while being internally homogenous. Through looking at a scree plot of these metrics across solutions with 1-10 clusters,
one can determine the point at which adding more clusters starts to yield diminishing benefits in terms of increased explanatory power. In
addition, it is often desired that the clusters represent meaningful groupings. Namely, that each cluster captures a minimal proportion of the
data, in our case we required that each cluster captures at least 10% of the total sequence occurrence.
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